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Introduction to the problem

The image produced by a video camera pointing at black printing on a white
sheet of paper is not truly black and white. This image is grey-scale (or
colour) no matter where the camera is pointed. Unless lighting on the desk
is carefully controlled, video images of paper lying on the desk are poor
representations of the originals. Unlike the inside of a scanner or photo-
copier, it is very difficult to guarantee even lighting across the surface of a
desk. This open space may be exposed to desk lamps, overhead lights, win-
dows or moving shadows, all of which can cause varying brightness across
the page. Human vision compensates for this, but when the image of paper
on the desk is manipulated by machine without taking these variations into
account the results can be very bad. In Figure 5-1, for example, the back-
ground of the right hand “in case of emergency” box does not match the sur-
rounding background, leaving a distinct edge. The box on the right appears

lighter than the box on the left, even though it is an exact copy (fold this
page if you want to check). The only difference is in the brightness of the

Figure 5-1: Copy & paste with
 an unevenly lit grey-scale image.
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surrounding background. It gets darker from left to right because the light was
on the left side of the paper from which this image was grabbed.

This problem is most noticeable when dealing with high contrast line art or text
because the original document is genuinely black and white, yet the camera pro-
duces an image of varying levels of grey. Many applications prototyped on the
DigitalDesk must clearly determine which parts of the image are meant to be
black or white in order to project line art back onto the desk, or to pass text
images to an optical character recognition (OCR) server. The system cannot use
the grey images (typically 8 bits per pixel), so it must convert them to black and
white images (one bit per pixel). There are many ways to do this. In some cases,
when the resulting black and white image is meant to be viewed by people, it
should look as much as possible like a grey-scale image and the image isdith-
ered or half-toned(using a technique such as [Floy76]) to produce a result like
Figure 5-1. Although this image looks like a grey-scale image, it is made up of
small black and white spots of varying patterns, densities and sizes. Human
vision makes sense of these images almost as well as the grey images and the
original black and white images.   But for machine processing operations, such
as character recognition, select & paste operations, and merging together of
many different images, the system cannot use dithered or half-toned images.
Although only one bit per pixel, these images are even less suitable for machine
processing than the original grey-scale images. The system needs simple pat-
terns of lines, characters, and relatively large patches of black and white. The
process by which these types of black and white images are generated from grey
images is commonly referred to asthresholding, and it is an important require-
ment for any digital desk system.

There are many ways to threshold an image, but the basic process is to examine
each grey pixel and decide whether to make it either black or white. This report
describes the various techniques that were developed and tested for thresholding
on the DigitalDesk, and it ends with the description of an algorithm that was
found to be suitable. This algorithm (here called “quick adaptive thresholding”)
may not be the best possible, but it works well enough that other problems of
the DigitalDesk became more important when the work reached the stage
described here.

Global Thresholding

In a way, thresholding can be seen as an extreme form ofcontrast enhancement,
or making light pixels lighter and dark pixels darker. The simplest (and most
common) way to threshold an image is to set all pixels below a certain grey-
level to black, and to clear all others to white. The question then is how to select
this grey-level. One possibility is to pick the centre of the range of possible val-
ues, so if pixels are eight bits deep (ranging from 0 to 255), for example, then
128 would be selected. This approach works well if all the “dark” pixels of the
image really do have values under 128, and light pixels have values above 128,
but if the image is over or under exposed, then the result might be all white or
black. It is better to look at the range ofactual values instead ofpossible values
to determine the threshold. The maximum and minimum values for each pixel in
the image can be found, then the midpoint used as the threshold. An even better
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way to select the threshold is not just to look at the range of actual values, but
also their distribution. If, for example, you expect the image to be of black line
art, or text on a white background then you expect that most pixels will be the
intensity of the background and a smaller but significant proportion will be of
the dark ink. A histogram of the pixel intensities should look something like
Figure 5-2.

A large background peak should be visible, as well as a smaller peak for the
dark ink. The whole curve might be shifted to the left or right depending on the
ambient light level, but in any case, the best value to pick for thresholding is the
local minimum between the two peaks. This is fine in theory, but how well does
it work in practice?   Figure 5-3 shows a frame-grabbed image and its histogram
for which the technique works well. The smoothed histogram shows two promi-

Figure 5-2:
Theoretical histogram.
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nent peaks, and it would not be difficult to calculate a near-ideal threshold by fit-

ting a curve to this histogram or even taking the midpoint between the two
peaks. This is not a typical image, however, because it has large amounts of both
black and white. The DigitalDesk must also be able to threshold images like the
one in Figure 5-4. In the histogram of this image, the smaller “dark” peak is
almost lost in the noise, so it is impossible to reliably locate a local minimum
between peaks

Figure 5-3: Grabbed image with clearly bimodal histogram.

Figure 5-4: Grabbed image with “dark” peak almost lost in the noise.
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In any case, a large (background) peak is always present and easy to find, so a
useful strategy for thresholding an image is the following:

1) Calculate the histogram (shown by the points in Figure 5-4).
2) Locate the large peak by finding the maximum value of a moving aver-

age of the histogram curve. The moving average smooths out the effects
of noise on the maximum value, as shown by the curves in Figure 5-3
and Figure 5-4.

3) Select the threshold value at a certain proportion of the distance
between this peak and the minimum value (excluding zero counts).

Experimentation seems to indicate that 1/2 of this distance produces quite good
results in a broad range of lighting conditions ranging from very bright to
almost completely dark. In Figure 5-4, for example the peak is at 215 and the
lowest recorded value is 75, so a threshold of 145 would be used. The figures on
the next page (Figure 5-5) show an image grabbed under four different lighting
conditions and the result from applying this histogram-based global threshold-
ing algorithm to each. Despite the wide range of lighting (as can be seen from
the histograms) this algorithm selects an appropriate threshold in each case, and
the thresholded result for each is almost identical.

threshold at 62
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This histogram-based global thresholding technique works quite well for
images that are evenly lit or, as in the examples above, for images that represent
very small parts of paper where the light does not vary much. But it fails to pro-
duce good results for larger areas and in normal office lighting where the range
of brightness varies greatly across the desk. Because a single global threshold
value is used for the entire image, some parts of the image become too white

Figure 5-5: Histogram-based global thresholding at various intensities.

threshold at 94

threshold at 116

threshold at 134
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and others too dark. Much of the text then becomes unreadable, as illustrated in
Figure 5-6.

Producing good thresholded images from paper that is unevenly lit requires an
adaptive thresholding algorithm. This technique varies the threshold value
across the image according to the background illumination at each pixel. The
discussion below is illustrated with the results of algorithms applied to the
image in Figure 5-6. This is a challenging test because the image is lit from the
side, and it has black text on a white background (the word “PaperWorks”),
white text on a black background (“XEROX”), grey text on a white background
(“The best way...”), various shadows, and a thin horizontal black line under the
word “PaperWorks.”

Adaptive Thresholding

An ideal adaptive thresholding algorithm would produce the same result when
applied to an unevenly lit page as a global thresholding algorithm would pro-
duce when applied to a perfectly evenly lit page. The brightness of each pixel is
normalized to compensate for being more or less illuminated, and only then is a
decision made as to whether the result should be black or white. The question
then, is how to determine the background illumination at each point. One simple
way to do this is to grab the image of a blank page before grabbing the page to
be thresholded. This blank page can then be used as a reference image. For each
pixel to be thresholded, the value of the corresponding pixel in the reference
image is subtracted before applying the threshold.

This method produces very good results as long as the lighting does not change
between the time when the reference image and subject image are each grabbed.
On a desk, however, the lighting changes frequently as the user's shadow moves
across the desk or doors, lamps and other objects are moved about. If there is a
window in the room, then the lighting also changes throughout the day. One
solution might be to immediately precede each grab with a reference grab of a
blank page at the same location, but this would be almost as inconvenient to use

Figure 5-6: Global thresholding of unevenly lit image.



Adaptive thresholding based on Wall’s algorithm

Pierre D. WellnerAdaptive Thresholding for the DigitalDesk   EuroPARC Technical Report EPC-93-110 Page 8

as a scanner, thus defeating an important reason for using an overhead video
camera in the first place.

Another solution is to try to estimate the background illumination at each pixel
by making some assumptions about what the image should look like. We could
assume, for example, that the image is mostly background (e.g. white), and that
dark markings make up a smaller part of the image. Another assumption we
could make is that the background lighting changes relatively slowly across the
page compared to the changes in light and dark due to marks on page. Many
algorithms based on such assumptions are possible. There is no mathematical
theory of adaptive thresholding, and as a consequence, there is also no standard
or optimal method for doing it [Prat91] (p. 597). Instead, there are several ad
hoc methods, some of which are more popular than others. Because the methods
are ad hoc, it would be useful to be able to measure their performance. For this,
Haralick and Shapiro [Hara85] propose the following guidelines: regions should
be uniform and homogeneous with respect to grey tone; region interiors should
be simple and without many small holes; adjacent regions should have signifi-
cantly different values; and boundaries of each segment should be simple, not
ragged, and must be spatially accurate.

According to Pratt, no quantitative performance metric has been developed for
image thresholding. It seems the main way to evaluate an algorithm is simply to
look at the result and judge whether it looks right. For images of text, there is a
quantitative possibility. The result of various algorithms under various lighting
conditions could be fed to an OCR system, and the text produced from this can
be compared to the original text. Although potentially useful, this approach was
not systematically used for the algorithms described below, because it was
judged unlikely to give a different evaluation from the “looks better” criteria.

For interactive applications of the DigitalDesk, users must wait for thresholding
to finish when completing interaction techniques such as “copy and paste” of
text or graphics. So another important quantitative performance metric is speed.
The following sections describe various adaptive thresholding algorithms and
show the results they produce.

Adaptive thresholding based on Wall’s algorithm

One technique for calculating a threshold that varies across the image according
to background illumination was developed by R. J. Wall and is described in
[Cast79]. The following algorithm is loosely based on this description. First, it
breaks up the image into smaller tiles and calculates a histogram for each tile.
Based on the peaks of these histograms, a threshold is chosen for each tile.
Then, every point in the image is assigned a threshold by interpolating between
the values chosen for each tile. Figure 5-7 was generated from the same grey
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image as Figure 5-6, but using this technique. The image was divided into nine

tiles (3x3) and for each tile a threshold was selected 20% below the peak. From
these values, 16 tiles were formed with their corners at the centre of each of the
9 tiles, and the threshold values were interpolated across each of these tiles from
the corners. The result is much better than global thresholding, but because it
requires more than one pass through the image, it is quite slow. Another prob-
lem with this technique is that with some images, the local histograms can be
fooled by a large amount of black or white, causing the threshold not to vary
smoothly across the image, and the result can be very bad (see in Figure 5-8.)

Quick Adaptive Thresholding

Most algorithms in the literature are more complex than Wall’s algorithm,
require more passes through the image and would take even longer to rune.g.
[Hara85, Prat91, Wesz78]. It seems possible to implement a much simpler and
faster algorithm for adaptive thresholding, so this section describes the steps
taken so far in that direction for the DigitalDesk.

The basic idea is to run through the image while calculating a moving average
of the lasts pixels seen.When the value of a pixel is significantly lower than this
average it is set to black, otherwise it is left white. Only one pass through the

Figure 5-7: Result of adaptive thresholding based on Wall’s algorithm.

Figure 5-8: Local histograms can be fooled.
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image is necessary, and the algorithm is simple enough to be implemented in
hardware. It is interesting to note the similarities between the following algo-
rithms and the one developed at IBM using analog hardware in 1968 [Bart68].

Let pn represent the value of a pixel at pointn in the image being thresholded.
For the moment we treat the image as though it were a single row of pixels com-

posed of all the rows in the image lined up next to each other. This gives rise to
some anomalies when starting a new raster line, but less than starting each line
from scratch (later we will carry information down as well as across).

Let fs(n) be the sum of the values of the lasts pixels at pointn.

The value of the resulting image T(n) is either 1 (for black) or 0 (for white)
depending on whether it is t percent darker than the average value of the previ-
ouss pixels.

Using 1/8th of the width of the image for the value ofs and 15 for the value oft
seems to yield the best results for a variety of images. Figure 5-9 shows the

result of using this algorithm scanning the rows of pixels from left to right. Fig-

Figure 5-9: Moving average scanning
from left to right.

Figure 5-10: Moving average scanning
from right to left.
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ure 5-10 is exactly the same algorithm except the moving average scans from
right to left. Notice in this image, that the left-most letters of the smaller text are
incomplete, and there are more holes in the word PaperWorks. Also, the right-
most black edge is much narrower. This is all because the background lighting
of the image gets darker from left to right.

A fast way to calculate an approximate (weighted) moving average is to subtract
1/s part of it and add the value of only the latest pixel instead of using alls pix-
els. Thusg(n) is an approximation off(n) where

The main difference between f(n) andg(n) is thatg(n) puts more weight on the
pixels that are closest ton, which is good (in fact the weighting function is
exponential). Notice that if all values ofpn are the same, theng(n) = f(n). For
example, ifs = 2, then

and g2(n) = f2(n) = 2pn because g2(n-2)= 2pn.

A remaining question is how to start the algorithm, or what value to use forg(0).
One possibility is to usesp0, but because of edge effects,p0 is not always a rep-
resentative value, so another possibility is 127s (based on the midvalue for 8 bit
pixels). In either case, this choice only affects the first few values ofg. The
weight of g(0) relative to the total of all weights used in calculatinggs(n) is

so if s = 10, for example, then for anyn > 6,g(0) contributes less than 10% of
g10(n); for anyn > 22,g(0) contributes less than 1%. For s = 100, the 10% level
is passed after 8 pixels, and the 1% level is passed after 68 pixels.

gs n( ) gs n 1−( )
gs n 1−( )

s
− pn+=

pn= 1
1
s

−( )+ gs n 1−( )⋅

p=
n

1
1
s

−( ) pn 1− 1
1
s

−( )
2

pn 2−+ + . . .

1
1
s

−( )
i

pn i−
i 0=

n

∑=

g2 n( ) pn

pn 1−
2

g2 n 2−( )

4
+ +=

1
1
s

−( )
n

1
1
s

−( )
n

i 0=

n

∑



Quick Adaptive Thresholding

Pierre D. WellnerAdaptive Thresholding for the DigitalDesk   EuroPARC Technical Report EPC-93-110 Page 12

The results from using this approximate moving average are similar (actually
better) than the precise moving average, as can be seen in Figure 5-11 and Fig-
ure 5-12.

It would be good if the moving average did not work better with lighting from
one direction or an other. Figure 5-13 shows the result of using another method
to calculate the moving average. Instead of using the trailing line behind each
pixel, it uses (an evenly weighted, not approximate) moving average that is cen-
tred about thenth pixel. This uses a definition off(n) where

Figure 5-11: Approximate moving average
scanning from left to right.

Figure 5-12: Approximate moving average
scanning from right to left.
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Using this method there are still some significant gaps in the letters, however,
and it is also slower to calculate.

Instead of traversing the image from left to right or right to left, another possi-
bility is to traverse it alternatively from the left and from the right as illustrated
in Figure 5-15, addressing the line-end problem alluded to earlier.* It makes

very little difference with the centred average (as seen in Figure 5-14), but if we
go back to using the approximate moving average defined byg(n), then alternate
scanning improves things. The only anomaly is in the “grey” regions of an
unevenly lit image, where going in one direction can produce the opposite result
from going in the other, producing an every-other-line effect. (See Figure 5-16

* This way of scanning was called by the ancient Greeks boustrophedon, or “as the ox ploughs.”

Figure 5-13: Centred moving average scanning
from left to right.

Figure 5-14: Centred moving average scanning
in alternate directions.

Figure 5-15: Traversing pixels in alternate direction every other line.

pn
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which is printed a little larger to show the effect better.) Superficially, this image

may not look as pretty, but it is better than any of the previous algorithms in
important ways because there are no big holes or parts of letters missing. The
result is basically a combination of Figure 5-9 and Figure 5-10, but the right-
hand shadow has the every-other-line effect because when coming from the left,
the background gets darker and the intensity of the shadow falls below the
threshold, producing black. When the moving average wraps around the edge
and includes the dark black edge (due to over-scanning), the threshold falls
below the intensity of the shadow and the result is white as it traverses from
right to left.

A small modification of this algorithm gets rid of the every-other-line effect and
produces consistently good results across a wide range of images. The modifica-
tion is to keep the previous line of approximate averages (which were calculated
by scanning in the opposite direction) and to average the current line’s average
with the previous line’s average, so we use

Figure 5-16: Moving average alternatively from left to right and from right to left.
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This lets the threshold take some account of the vertical axis and produces the
results in Figure 5-17. Notice how well-formed all the letters are. Also, this is

one of the few algorithms that does not eliminate the thin horizontal line below
the word “PaperWorks.” Images whose intensity change mainly in the vertical
direction are not as challenging as ones that change horizontally, but for the
record, Figure 5-18 shows the result for the rotated image with the illumination

Figure 5-17: Moving average alternatively from left to right and from
right to left and averaging the two together.
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now varying from top to bottom. It seems unlikely that further developments

would produce a technique that generates significantly better results, so this is
currently used for the DigitalDesk. The maximum amount of time it takes to run
(for a full 768 x 575 image) is about 2 seconds on a SPARCstation 2 without
paying special attention to optimization. Steve Freeman has modified this algo-
rithm to go about 6 times faster by hard-coding multiplications and divisions to
use powers of two so that shifting can be used instead. Further optimizations are
possible, but will not make much difference for most interactions because they
typically only operate on a small part of the image. For thresholded full-frame
video as used by the DoubleDigitalDesk, and BrightBoard [Staf93] however,
these optimizations will be more important.

Summary

This report describes the thresholding problem which must be overcome by
DigitalDesk applications. A number of techniques are explored, leading eventu-
ally to a quick adaptive thresholding algorithm that has proven to be quite suit-
able for current purposes and which probably can be implemented in hardware.

References

[Bart68] Bartz, M.T. “The IBM 1975 Optical Page Reader. Part II: Video
Thresholding System.” IBM Journal of Research and Development,
Sep. 1968; pp. 354-363.[Floy76]Floyd, R. W. and Steinberg, L.
“An Adaptive Algorithm for Spatial Greyscale.” InProceedings of
the S.I.D. 17,2 (Second Quarter 1976); pp 75-77.

Figure 5-18: Thresholding an image with vertical lighting variation.



References

Pierre D. WellnerAdaptive Thresholding for the DigitalDesk   EuroPARC Technical Report EPC-93-110 Page 17

[Cast79] Castleman, K.Digital Image Processing. Prentice-Hall Signal Pro-
cessing Series, 1979.

[Hara85] Haralick, Robert M. and Shapiro, Linda G. “Image Segmentation
Techniques.” Computer Vision Graphics and Image Processing, 29
January 1985; pp. 100-[Staf93]Stafford-Fraser, Quentin.Control-
ling Computers by Video, First Year Report and Project Proposal,
University of Cambridge Computer Laboratory, July 30,1993.

[Prat91] Pratt, W.Digital Image Processing. John Wiley & Sons, 1991.

[Staf93] Stafford-Fraser, Quentin.Controlling Computers by Video, First
Year Report and Project Proposal, University of Cambridge Com-
puter Laboratory, July 30,1993.

[Wesz78] Weszka, Joan S. “A Survey of Threshold Selection Techniques.”
Computer Graphics and Image Processing, 7 April, 1978; pp. 259-
265.


